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MemExp 8.1 and MemDif 2.1 

The program MemExp uses the maximum entropy method (MEM) and maximum likelihood fitting 
to analyze a general time-dependent signal in terms of distributed and discrete lifetimes. One or two 
distributions of effective log-lifetimes, g(logτ) and  h(logτ), plus an optional polynomial baseline (up 
to a cubic) can be extracted from the data. The h distribution is used to account for signals opposite 
in sign to those described by the g distribution when analyzing data that rise and fall. The program 
MemDif uses the MEM to analyze autocorrelation functions measured using fluorescence correlation 
spectroscopy in terms of a distribution of diffusion times. All distributions are obtained numerically 
from the data and are not restricted to any functional form. For comparison, a series of fits by discrete 
species is performed automatically, with components added one at a time, based on the MEM results. 
The amplitude and log-lifetime of each exponential, plus any optional baseline parameters utilized 
(MemExp only), are varied using either nonlinear least-squares (NLS) fitting for Gaussian noise or ML 
fiting for Poisson noise. One distributed and one discrete description of the kinetics are recommended 
as optimal. The graphical summary produced permits a thorough evalutaion of the results. Multiple 
MEM ’prior models’ are supported, facilitating a comprehensive analysis of the data. These programs 
were written in fortran. Graphical output is in PostScript format. 

New to MemExp 8.1: Fixed bug (introduced in version 8.0/2.0) to retain the analysis of the 
recommended distribution (denoted with a ’*’), e.g., writing its fit and residuals to files, whenever the 
final MEM distribution is used to initiate the discrete fits. In simple mode with IGNORE=1 (non-
Poisson data), improved the estimation of non-MEM parameters: the zero-time shift in MemExp, the 
triplet-state correction in MemDif. 

What was new to MemExp 8.0: Convergence is faster in simple mode. Improved graphical out-
put. Signals convolved with an IRF that include amplitudes of opposite sign can now be analyzed 
(with IGNORE=1). In some NDIST=1 cases, the discrete fits are now initiated using the final MEM 
distribution, not the recommended one. Names of data files written with estimated errors are now auto-
matically set in all modes and need not be specified. Order of command-line parameters in non-simple 
modes changed to simplify code. 

What was new to MemExp 7.0: The automated estimation of standard errors for non-Poisson data 
has been improved in simple mode. Additional parameters on the command line increase user control 
in simple mode. 

What was new to version 6.0: The convolution of the decay with the instrument response function 
(IRF) is performed using a cubic approximation of the count function for the IRF (Z. Bajzer et al, 
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Biophys J. 81 2001 1765-1775). Additional parameters on the command line increase user control in 
simple mode. 

What was new to version 5.0: Zero-time shift can now be accounted for when deconvolving an 
instrument response function (IRF). Improved automation of fits by discrete exponentials: Each fit is 
now initialized based on the recommended distribution, not on different iterations during convergence of 
MEM. The recommended discrete fit is now chosen based, in part, on the Akaike information criterion 
(AIC). A fixed, constant baseline can now be set on the command line in ’simple’ mode. Improved 
initial estimation of time-dependent standard errors now obtained from the differences between the 
raw data and the data after smoothing. Background now automatically subtracted from IRF. 

Recommendation: First, try simple mode, as demonstrated in the test cases below. To change the 
parameter values assumed in simple mode, the file named data file.mem.txt output in simple mode can 
be edited for a second analysis using auto mode. Use of allin1 mode may be appropriate if the standard 
errors are to be estimated, and the two estimates obtained in simple or auto mode haven’t converged 
satisfactorily. For example, if it appears your simple-mode calculation stopped prematurely, consider 
increasing NWRITE and/or EPSL in the ”.mem.txt” file to make larger reductions in the goodness-
of-fit statistic from plot to plot, and redo the calculation in auto mode. Similarly, to enforce more 
stringent convergence criteria (reduced values of TEST and RATIO), increase NWRITE and decrease 
EPSL, and rerun in auto mode. 

Recommendation: Always refer to the graphical output. Although the software automatically rec-
ommends a distributed and discrete description of the data, inspect the graphical output to consider 
descriptions obtained in the calculation before and after the recommended one. 
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1 MemExp and MemDif: Fits by Distributions and by Discrete 
Components 

MemExp utilizes the maximum entropy method (MEM) and maximum likelihood (ML) fitting to 
interpret kinetics data in terms of distributed and discrete lifetimes [1]. Similarly, MemDif analyzes 
autocorrelation functions obtained using fluorescence correlation spectroscopy in terms of distributed 
and discrete diffusion times [3]. Additional algorithmic details can be found elsewhere [1, 2, 4, 5, 6]. 

The MEM 

MemExp calculates fits to kinetics, Di measured at times ti, using one or two liftetime distributions: 

(1) 

where g(logτ) and  h(logτ) are the distributions describing decaying and rising kinetics, respectively, 
the polynomial describes the baseline, and D0 is a normalization constant. Baseline coefficients are 
scaled using the constant tmax so they remain comparable in magnitude. 

When deconvolving an instrument response function R(t), corresponding to experimentally mea-
sured values Ri, the data are described in MemExp by: 

(2) 

Here, the data are assumed equally spaced in time. The convolution integral is calculated in version 6.0 
using a cubic approximation of the count function for the instrument response [8]. Scattered excitation 
light can be accounted for with positive values of the parameter ξ, and  b is an optional constant baseline, 
or background. The zero-time shift parameter δ is optimized during a preliminary series of MEM runs 
using a reduced resolution in log τ , before being fixed for the final MEM run. 

MemDif [3] calculates fits to autocorrelation functions, Di(τi), using a distribution of diffusion times 
τD: 

(3) 

where D0 is a normalization constant, and the triplet-state correction Ti is given by 

(4) 

where θT and τT are the fraction of molecules in the triplet state and the state’s lifetime, respectively, 
and γ is the ratio of the major and minor axes of the ellipsoidal confocal volume in the fluorescence 
correlation spectroscopy measurement. 

The underlying distribution is obtained by maximizing its entropy while describing the data well. If 
the zero-time shift δ is to estimated usint MemExp, Brent’s method of optimization is employed, where 
each evaluation of the fit for a given value of δ requires a MEM inversion. Similary, if the triplet-state 
correction is to be applied using MemDif, the simplex method of optimization is employed, with a 
MEM inversion performed for given values of θT and τT . 

A MEM calculation is a ’tug of war’ between two or three terms, depending on whether or not the 
normalization is to be constrained. These terms are summed in the function Q, 

  (5)
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that is to be maximized. S is the entropy of the ’image’ f, 

(6) 

For MemExp, the image f includes both the g and h lifetime distributions that describe kinetic processes 
of opposite sign as well as any baseline parameters used. For MemDif, the image is the single distribtion 
f of diffusion times. In this documentation, f is alternatively referred to as the image or the distribution 
obtained by the MEM. F is the MEM ’prior’ distribution used to incorporate prior knowledge into the 
solution. Unconstrained maximization of S without regard for the fit or normalization (  = α = 0)
yields fj = Fj . 

The quality of the fit F to the data D produced by f is measured by C, which is a minimum (zero) 
when the data and fit are everywhere equal. When analyzing data with normally distrbuted noise, C 
takes a familiar form: 

(7)

When analyzing Poisson-distributed data, the appropriate function for C is the Poisson deviance: 

(8)

For normally distributed noise, all residuals plotted are given by: 

   (9) 

whereas for Poisson noise, all residuals are defined as: 

    (10) 

The image normalization is given by 
 

        (11) 
 

where δ is the spacing in logτ and M1 and M2 points are used to discretize the g and h distributions, 
respectively. The competing goals of high entropy, good fit, and appropriate image normalization are 
controled by   and α, the Lagrange multipliers used to constrain the goodness-of-fit C and normal-
ization. A Newton-Raphson optimization of Q is performed. The Lagrange multipliers are adjusted 
automatically. 

NLS and ML 

Upon convergence of the MEM calculation, a series of fits by n discrete components is performed 
using either nonlinear least-squares (NLS) or maximum likelihood (ML) fitting. In MemExp: 

 
                 (12) 

 

where Aj and τj are the amplitude and lifetime of the jth exponential, respectively, and the baseline 
is again approximated as a polynomial. Note that when an IRF is being deconvolved, the baseline 
is assumed to be a constant, positive background (NBASLN =1). Initial values of the fit parameters 
are typically assigned based on the recommended MEM distribution, adding exponentials, one at a 
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time, to represent MEM peaks in decreasing order of peak area. In some cases, initial parameters are 
obtained using the final MEM distribution. 

When deconvolving a known instrument response function in MemExp, R, these discrete fits take 
the form: 

(13) 

In MemDif: 

(14) 

where, again, D0 is a normalization constant, and Ti is the triplet-state correction defined above. 

The value of C given by either equation 7 or 8 is calculated for both the continuous and the discrete 
fits. The discrete fits are also characterized by either 

(15)

or 

(16)

where Np is the number of fit parameters (amplitudes, lifetimes, scattering parameter, baseline coeffi-
cients) in the discrete fit. Note: The value of χ2 or Pr (not χ2 or P) is used in determining which fit r 
is to be recommended by the program as the optimal discrete fit. 

Some Definitions 

The graphical summaries (.out.ps and .exp.ps files, .dis.ps for MemDif) are labeled by several 
quantities, including the values of C given by equations 7 (or 8) and 15. The correlation length of 
the residuals τc is also reported for both the MEM and NLS/ML fits. It is estimated by summing 
the absolute value of the autocorrelation function of the residuals over a span that depends on how 
slow the slowest process is. The normalization of the fits are also given: I (equation 11) for the MEM 
fits and the sum of exponential amplitudes, ΣA, for the discrete fits. 

For the MEM fits, the value of Test [9] is also given (denoted as T). Test is zero when the gradients 
of S and C are parallel. Test is therefore a good measure of convergence when only the Lagrange 
multiplier   is used (equation 5); small values of Test imply that the maximum-entropy solution has 
indeed been found for the given value of C. Ratio is another measure of convergence that is recorded 
in the .out files. Ratio is the norm of the gradient of Q divided by the norm of a unit vector [10]. 
Unlike Test, Ratio accounts for the effects of constraining the normalization I. Ratio is therefore a 
good measure of convergence whether or not the Lagrange multiplier α is used (equation 5). If Test 
and Ratio both approach 1.0, the convergence should be slowed down by reducing EPSL and EPSU. 

Running MemExp and MemDif 

The programs produce detailed graphical summaries of both the MEM and NLS/ML calculations, 
but they are not run interactively via a graphical user interface. Instead, input to MemExp and MemDif 
is defined in one or more files specified on the command line (except in simple mode) executed to run the 
program. This command-line interface provides a convenient way to analyze many kinetics traces in the 
same way. In addition, the input parameter files represent a record of the analysis for future reference. 
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Similarly, because of the multiple arguments passed on the command line, it is convenient to create a 
command file, e.g., memexp.com (or memexp.bat for Windows), in which each line represents a MemExp 
or MemDif run. Thus, several data sets can be analyzed with a single command, e.g., ./memexp.com 
(or @memexp for Windows). Under Windows, the batch file can also be run by right-clicking on it to 
”open” it. 

MemExp and MemDif can be invoked in one of five modes: simple, auto, allin1, invert, or  analysis. 
The first three do everything, all in one running of the program, beginning with one (simple and auto) or 
more (allin1) MEM inversions to estimate the data’s standard errors, and then inverting the data using 
the estimated time-dependent standard errors in the mean. The invert mode simply inverts a data set 
once, and the analysis mode analyzes a previously obtained MEM distribution and its corresponding 
fit to the data. 

Recommendation: First, try the program in simple mode. To change the parameter values assumed 
in simple mode, the files data file.mem.txt and data file.ana.txt output in simple mode can be edited 
for a second analysis using auto mode. Use of allin1 mode may be necessary if the standard errors are 
to be estimated, and the two estimates obtained in auto mode haven’t converged satisfactorily. 

Recommendation: MemExp is best used to interpret raw (unaveraged) kinetics data. Baseline drifts 
and any other systematic errors in the data can be more difficult to account for quantitatively if multiple 
data files are averaged together before analyzing using MemExp. 

Recommendation: Because MemExp and MemDif generate several files, it’s convenient to place each 
raw data file in its own subdirectory before analyzing it. 

https://memexp.com
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2.1 simple mode 

Here are five examples of running MemExp in simple mode, along with one MemDif example. 
Parameters are specified on the command line in the following order, with those in parentheses needed 
only for certain values of a preceding parameter. 

MemExp Parameters: mode data IGNORE D0 T1 T2 LTmin LTmax IRF (LTSCAT TSHIFT (DT-
SHFT DTMULT) VARYTS) Nd PPLT Nb FAMIN %drop CHI2AM IBIGF (CHI2up LTcut) 

memexp-8.0.exe simple dir1/data.001 1 1.0 -1.D30 1.D30 99. 99. none 2 40 1 5.0D-4 1.0 1.0D-30 0 

memexp-8.0.exe simple dir2/data.002 1 1.0 -1.D30 1.D30 99. 99. none 1 40 0 5.0D-4 1.0 1.0D-30 0 

memexp-8.0.exe simple dir3/data.003 2 1.0 -1.D30 1.D30 99. 99. dir3/irf.003 0 99. 0.2 0.9 1 1 40 0 
5.0D-4 1.0 1.0D-30 0 

memexp-8.0.exe simple dir4/data.004 1 1.0 -1.D30 1.D30 99.99. none 2 40 0 5.0D-4 1.0 1.0D-30 0 

memexp-8.0.exe simple dir4b/data.004 1 1.0 -1.D30 1.D30 99. 99. none 2 40 0 5.0D-4 1.0 1.0D-30 3 
0.987 -1.1 

MemDif Parameters: mode data IGNORE D0 T1 T2 LTmin LTmax ThetaT TauTrp gamma PPLT 
FAMIN %drop CHI2AM IBIGF (CHI2up LTcut) 

./memdif.exe simple d2/fcs-triplet-2gsn-sig01.dat 1 1. -1.D30 1.D30 99. 99. -0.01 -1.D-4 6.0 40 5.D-4 
1. 1.D-30 0 

The only file input to MemExp or MemDif in simple mode is the kinetics data to be analyzed. When 
used, the instrument response function is also input to MemExp. Other than those specified on the 
command line, parameters that are used to invert the data and analyze the distribution are 
set automatically in simple mode. All parameters are then written to files named for the data, 
e.g., dir1/data.001.mem.txt and dir1/data.001.ana.txt, respectively. If the results obtained in simple 
mode need to be fine-tuned for some reason, the ’.mem’ file and ’.ana’ file can be edited and input in 
auto or allin1 mode. 

The first argument following the program name on the command line specifies the mode and is set 
to simple. 

The second argument is the name of the data file to be inverted and may include the path of the 
file (the subdirectory where it is located). 

The third argument (IGNORE) is an integer that specifies how to treat the errors in the data. 
IF IGNORE = 0, the standard errors of the mean specified in the third column of the data file 
are used. If IGNORE = 1, one preliminary MEM run is used to estimate the standard errors, and a 
second MEM run is performed using these errors (e.g., dir1/data.001 e1.out.ps, dir2/data.002 e1.out.ps, 
dir4/data.004 e1.out.ps, and dir4b/data.004 e1.out.ps). If IGNORE = 2, the analysis assumes the data 
are governed by Poisson statistics (e.g., dir3/data.003.out.ps). If IGNORE = 3, use time-independent 
errors; do not do a prelimnary MEM calculation to estimate errors. 

The fourth argument is a real number, D0, the data’s normalization constant (equations 1, 2, 12, 
and 13). The normalization of the fit is ultimately determined by the product of D0 and the integral of 
the lifetime distribution. (Warning: Severely underestimating the normalization can induce spurious 
maxima in f [11].) In general, it is good to set D0 to 1.0 and LAGMUL to 1, which includes only the 
goodness-of-fit constraint (and not the normalization constraint). 

The next two arguments, T1 and T2, specify the time window in the data that governs the fit; data 
points before T1 or after T2 are ignored when calculating the goodness-of-fit. 
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The next two arguments, LTMIN and LTMAX, specify the range in log τ of the distribution to be 
inferred from the data. Setting both to 99 will prompt the program to obtain them automatically. They 
are now included on the command line for convenient revision of the values determined automatically, 
which can be useful when the data begin or end with considerable slope. 

The arguments specified after LTMAX and before PPLT differ for MemExp and 
MemDif. 

For MemExp: The next argument is either set to ’none’ or to the name of the known instrument 
response to be deconvolved from the kinetics. Only in the latter case are an integer value of LTSCAT 
and a real value of TSHIFT specified next. Set LTSCAT to 1 to use a scattered-light correction; 
set LTSCAT to 0 to omit this term. Set TSHIFT to zero to forego use of a zero-time shift (δ in 
equation 2) between the data and IRF. If TSHIFT ≥ 90 the program determines δ using preliminary 
MEM calculations, and TSHIFT is followed by two additional real values, DTSHFT and DTMULT. 
DTSHFT is the fraction of the time resolution to be used as the step size to initiate the estimation of δ 
via Brent’s method. DTMULT favors values of δ that result in the first appreciable MEM peak having 
a mean greater than DTMULT times the time resolution, i.e., DTMULT (t2 − t1). The next argument 
is VARYTS, an integer. Set VARYTS to 1 to vary δ in the discrete fits; set VARYTS to 0 to fix δ in 
the discrete fits. 

The next argument is NDIST, the number of distributions to be used. Set NDIST to 1 for monotonic 
kinetics or 2 for kinetics that rise and fall. 

For Memdif: The three arguments immediately following LTMAX are THETAT, TAUTRP, and 
GAMMA, which govern the triplet-state correction. GAMMA is the ratio of the major and minor axes 
of the ellipsoidal confocal volume in the fluorescence correlation spectroscopy measurement. Setting 
THETAT or TAUTRP to a negative value prompts MemDif to determine the value(s) using the sim-
plex method, where multiple MEM calculations are performed, each at fixed values of THETAT and 
TAUTRP. 

The next argument is PPLT, the number of points per log unit used in the distribution(s). Try 
PPLT = 40. Of course, the computational cost increases with PPLT. 

The next argument is NBASLN (MemExp only), the number of baseline parameters to be used, 
ranging from 0 (for no baseline) to 4 (for a cubic baseline). In most cases, NBASLN will be set to 0 
or 1 (for a constant baseline). NBASLN can also be set to -1 or -2 to specify that a constant baseline 
is to be fixed at the value OFFSET (MemExp only). If NBASLN = -1, OFFSET is read as the next 
argument; if NBASLN = -2, OFFSET is set to the average of DATA points at times greater than the 
next argument. 

The next two arguments pertain to the fits by discrete components. If set to a non-negative value 
on the command line in simple mode, FAMIN is the minimum area of a MEM peak to be accounted 
for when initializing the parameters of the discrete fits. FAMIN is specified as a fraction of the area 
of the largest MEM peak, e.g., 0.0005. When set to a negative value, the program sets this threshold. 
PCDROP is the per-cent decrease in the goodness-of-fit statistic to be used to select the recommended 
discrete fit. When PCDROP is set to a negative value, the discrete fits are not performed (MAXEXP 
is reset to 0). 

Next is CHI2AM, the desired (aimed at) value of C. Iteration terminates if this value is reached. 
Often, this can be set to a small number near zero. It is now on the command line to facilitate a 
conservative choice of the distribution recovered. This can be desirable, for example, when estimation 
of the standard errors is complicated by any systematic errors present in the measurement. 

The next argument (IBIGF) is an integer that determines how the ’prior model’ is to be treated in 
the definition of the entropy to be maximized (equation 6). A uniform model is used when IBIGF = 
0. When IBIGF = 1, 2, or 3, the prior model is derived from the lifetime distribution obtained using a 
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uniform model when C (equation 7 or 8) has reached CHI2UP (the next argument, needed only when 
IBIGF is nonzero). When IBIGF = 3, features peaked at log τ < LTCUT (the next argument, needed 
only when IBIGF = 3) are omitted from the prior model. 

To see how this option (IBIGF = 3) can suppress unwarranted peaks at short life-
times while improving the means of the remaining peaks [4], compare the two analyses 
of data.004 using a uniform prior (dir4/data.004 e1.out.ps) and a prior adapted from the 
kinetics with IBIGF = 3 (dir4b/data.004 e1.out.ps). 

See the documentation below for more discussion of IBIGF and the other parameters. 
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2.2 auto mode 

Auto mode is a simplified version of allin1, in which a single MEM run is used to first estimate the 
errors, and the user need not provide a parameter file for this error-estimation run. Instead, parameters 
are input for the second MEM run, and they are modified appropriately for estimation of the errors 
in the first run. This mode allows more user control than simple mode and is still easier to use than 
allin1 mode. For the first MEM run all standard errors are initially set to 1.0. 

Although invert mode should be used with IGNORE = 2 for the analysis of Poisson kinetics (as in 
example 3 below), this new auto mode should suffice for nearly all other data (as in example 4 below). 
If the first two error estimates obtained in auto mode are quite different, an allin1 run with two or 
more error-estimation iterations can be done until the error estimates converge. 

Here  is  a sample  call  to MemExp in  auto mode: 

memexp.exe auto data.001 invert.err.def 1.0 analyze.def 

Five arguments follow the progam name on the command line when MemExp is run in auto mode. 
The first argument specifies the mode and is set to auto. The second, data.001, is the name of the 
data file to be inverted and may include the path of the file (the subdirectory where it is located). The 
third argument, invert.err.def, is the name of the input file containing parameters to be used in the 
second inversion of the data using the time-dependent standard errors estimated from the first run. 
Only a few of these parameters are changed for use in the first inversion. The fourth argument is a real 
number, D0, the data’s normalization constant (equations 1, 2, 12, and 13). In the sample command 
line above, D0 is set to 1.0. The normalization of the fit is ultimately determined by the product of 
D0 and the integral of the lifetime distribution. In general, it is good to set D0 to 1.0 and LAGMUL 
to 1, which includes only the goodness-of-fit constraint (and not the normalization constraint). The 
fifth argument, analyze.def, is the name of the input file containing parameters to be used in analyzing 
each of the MEM distributions automatically chosen by the program. This analysis involves writing 
the MEM fit and residuals to a file and revising the error estimates to be used for the next numerical 
inversion. No longer specified on the command line are names for the output data files that include 
the first and second error estimates written in three-column (ti, yi, σi) format; these file names are now 
automatically set to data.001 e1 and data.001 e2. 

If WRNORM = T (true) in auto mode, the data’s normalization, D0, is iteratively refined along with 
the error estimates: D0 is adjusted for use in the next MEM inversion according to the normalization 
of the distribution recommended in the current inversion. When the normalization D0 is known (or 
not to be changed by the program), set WRNORM to F (false) to avoid this adjustment of D0 in auto 
mode. 

2.3 allin1 mode 

If more than one preliminary MEM run is needed to obtain converged error estimates, use allin1 
mode. Here is a sample call to MemExp in allin1 mode: 

memexp.exe allin1 data.001 invert.no.err.def 1.0 analyze.def 2 invert.err.def 

Seven arguments follow the progam name on the command line when MemExp is run in allin1 mode. 
The first specifies the mode and is set to allin1. The second, data.001, is the name of the data 
file to be inverted and may include the path of the file (the subdirectory where it is located). The 
third argument, invert.no.err.def, is the name of the input file containing parameters to be used in 
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the first inversion of the data used to estimate the time-dependent error bars. The fourth argument 
is a real number, D0, the data’s normalization constant (equations 1, 2, 12, and 13). In general, 
it is good to set D0 to 1.0 and LAGMUL to 1, which includes only the goodness-of-fit constraint 
(and not the normalization constraint). The fifth argument, analyze.def, is the name of the input file 
containing parameters to be used in analyzing each of the MEM distributions automatically chosen 
by MemExp. This analysis involves writing the MEM fit and residuals to a file and revising the error 
estimates to be used for the next numerical inversion. The sixth is an integer ≥ 1, MXITER, which 
specifies the number of preliminary MEM-only iterations to be done to estimate the data’s standard 
errors in the mean. MemExp performs a total of MXITER + 1 inversions, all but the first inversion 
using time-dependent standard errors estimated from the previous inversion. The seventh argument, 
invert.err.def, is the name of the input file containing parameters to be used in all inversions of the 
data using time-dependent errors estimated from the previous inversion. 

If WRNORM = T (true) in allin1 mode, the data’s normalization, D0, is iteratively refined along 
with the error estimates: D0 is adjusted for use in the next MEM inversion according to the normaliza-
tion of the distribution recommended by MemExp in the current inversion. When the normalization D0 
is known (or not to be changed by the program), set WRNORM to F (false) to avoid this adjustment 
of D0 in allin1 mode. 

2.4 invert and analysis modes 

To simply invert a data set once (without using MemExp to estimate errors), invoke MemExp with 
the command: 

memexp.exe invert data.001 invert.def D0 

where D0 is the normalization constant (equations 1, 2, 12, and 13). In general, it is good to set D0 to 
1.0 and LAGMUL to 1, which includes only the goodness-of-fit constraint (and not the normalization 
constraint). If D0 is set to zero, the program estimates this normalization constant from the data. 
Note that this automatic estimation is not recommended for data that have appreciable slope at 
short times when plotted versus log time. Severely underestimating D0 can induce spurious maxima 
in f [11]. 

To analyze a MEM distribution output during the inversion, invoke MemExp with the command: 

memexp.exe analyze distribution.dat analyze.def D0 

The fit derived from the MEM distribution in the file distribution.dat is used to estimate standard 
errors that are included in a new file. The fit and residuals are also written to files. 

3 Examples  

3.1 Typical Input and Output Files 

Recommendation: Because MemExp and MemDif generate several files, it’s convenient to place each 
raw data file in its own subdirectory before analyzing it. 
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MemExp and MemDif produce textual and graphical summaries of each numerical inversion. Let’s 
look in detail at the output generated for the first test case that is downloaded with the MemExp 
software. It results from the following command: 

memexp-8.0.exe simple dir1/data.001 1 1. -1.D30 1.D30 99. 99. none 2 40 1 5.0D-4 1. 1.D-30 0 

Here, the data in file data.001 stored in subdirectory dir1 are to be analyzed. All output will be 
written to this subdirectory. This simple analysis calls for three calculations in turn: one preliminary 
MEM inversion, an estimation of the data’s standard errors based on the appropriate MEM fit, and a 
final series of fits to the data by both continuous and discrete kinetic descriptions. NOTE: When the 
software is run on different platforms, small differences in round-off may propagate to produce slightly 
different output. Therefore, your results for the test case may not be exactly the same as the output 
shown here. 

1. Preliminary MEM Fit with Uniform Errors or Errors Estimated from Smoothed Data 

The progress of the calculation is written to the file data.001.out. Information is plotted in the 
PostScript file data.001.out.ps every time a MEM distribution is written to disk (up to a maximum 
of PLOTS). The calculation proceeds from top to bottom in these graphical summaries. Each row 
of plots characterizes the MEM distribution at one point along the calculation. On the left, the data 
(gray), fit (colored), and baseline (dotted, if nonzero) are plotted for the last half of the time interval 
spanned by the measurement. This plot is useful in evaluating the computed baseline. In the middle 
column, the data, fit, and baseline are plotted over the entire temporal range. More importantly, the 
residuals (colored) and the autocorrelation of the residuals (black) are plotted. The correlation length 
of the residuals τc is given. On the right, the continuous g (colored solid) and h (colored dashed) rate 
distributions are plotted. If F is derived from f during the MEM calculation, F is plotted as a black 
dotted line. This plot on the right is labeled by the file extension, C, the normalization I, and  the two  
quantities that measure convergence to the maximum-entropy solution, Ratio (r) and Test (T). Note 
that Test is a good measure of convergence when only the Lagrange multiplier   is used (equation 5). 
Ratio is a good measure whether or not the Lagrange multiplier α is also used (equation 5). 

In each graphical summary, the fit recommended is marked by an asterisk (*) on the plot’s right 
hand side. Because no automated selection criteria will choose optimally in all cases, the user should 
compare these recommended fits to those that immediately precede and follow them in the graphical 
summary. 

2. Error Estimation 

Following this preliminary MEM inversion, the recommended fit is analyzed to determine error 
estimates according to parmeters that are written to the file data.001.ana.txt. These errors are as-
signed to the kinetics by writing a new file, dir1/data.001 e1. The errors are also plotted in the file 
data.001 e1.sigma.ps Here, the root mean-square deviations (rmsd) of the recommended MEM fit from 
the data are plotted (squares), along with the smoothed error estimates (dashed) derived from them. 
Also plotted at the top of the page (solid) are the residuals in this smoothing process, i.e., the smoothed 
estimates minus the unsmoothed rmsd values. 

3. Distributed and Discrete Fits with Time-dependent Errors 

Next, data.001 e1 (original kinetics with MEM-derived standard errors) is numerically inverted. 
The parameters written to the file data.001.mem.txt call for a hybrid distributed/discrete fitting of the 
data (MAXEXP > 0). The MEM calculation is summarized in data.001 e1.out and in data.001 e1.out.ps. 

Here, IBIGF = 0. Whenever IBIG is nonzero, the prior model F derived from f is plotted in black. 
From that point on, that new F would define  maximum  entropy  according to equation  6.  

In addition, the fits by discrete exponentials are summarized in data.001 e1.exp.ps. Up  to  PLOTS 
discrete fits can be plotted in this PostScript summary. On the right, the discrete exponentials (col-



11 Examples 

ored vertical lines, dashed for negative amplitudes) are plotted. Also plotted in the right column 
of data.001 e1.exp.ps is the continuous distribution from which the initial fit parameter values were 
derived (black solid). 

Once again, the errors estimated from this second MEM inversion are written with the data to 
a file,  dir1/data.001 e2. These errors are plotted in data.001 e2.sigma.ps. Convergence of the error 
estimates can be checked by comparing dir1/data.001 e1 and dir1/data.001 e2. 

The .out Files 

The .out files produced begin with the echoing of input parameters. During inversions, these lines 
begin with ’RDPARS’, the name of the subroutine that reads the parameters. (During analyses of 
images, these lines begin with ’ANALYZ’.) Should a run terminate prematurely due to incorrect input 
data, refer to the last few lines of successfully input data and a sample .def file to correct  the mistake  
in the input data. If all inversion parameters have been read successfully, the .out file contains the line, 
’Exiting routine RDPARS.’ 

The progress of the MEM calculation is recorded every NPRINT steps. When peaks in the dis-
tribution are characterized, lines in the .out files beginning with ’LT i:’ and ’A i:’ report the mean 
log lifetime and the area estimated for each peak. The isolation/resolution of each peak is also char-
acterized by two ratios: the intensity of the peak maximum divided by the intensity at the minimum 
on either side of the maximum. The smaller of these two ratios is reported as ’r i’. The total area of 
the distribution is given by ’A t’. When MAXEXP > 0, discrete fits are performed with parameters 
initialized based on peaks in the MEM distribution. These fits are summarized by reporting the initial 
and final parameter values: ’Initial LT i’, ’Initial A i’, ’Final LT i’, etc. 

One distributed and one discrete fit are recommended automatically. See the lines that begin 
’CHOOSE’ and ’CHOOSX’, respectively. 

Image Files and Others 

Distributions obtained by the MEM are written to files with names derived from the data file being 
inverted. For example, one MEM image stored during the numerical inversion of file data.001 might be 
named data.001.FLT.a.110. This would be the image obtained after 110 evaluations of the function Q 
to be optimized by the MEM (see above). The FLT indicates that the file was generated by MemExp, 
i.e, that it contains f(logτ) values. MemDif uses DIF to indicate the file contains f(logτD) values.  
The a specifies that the optional Lagrange multiplier α was used; an l would indicate that only the 
Lagrange multiplier   was used. When data are analyzed with both the g and h distributions (NDIST 
= 2),  all  the  g parameters are written to the file, then all the h parameters, and finally the baseline 
parameters. For example, if a linear baseline is used, the final four lines in the output file are the positive 
constant coefficient, the negative constant coefficient, the positive linear coefficient, and the negative 
linear coefficient, respectively. To facilitate subsequent plotting of the results when NDIST = 2, the 
g and h distributions are written separately to data.001.FLT.a.110 pos and data.001.FLT.a.110 neg, 
respectively. 

The logτ values and amplitudes obtained in fits by discrete exponentials are written to similar files, 
named data.001.FLT.a.N, where  N is the number of exponentials in the fit. The associated baseline 
parameters are written to files named data.001.FLT.a.N bln. 

Recommendation 

The residuals and the autocorrelation function of the residuals plotted in the MEM and NLS/ML 
PostScript summaries should be inspected visually. These plots are very helpful in evaluating the ’op-
timal’ distributed and discrete fits recommended automatically. Inspection of the PostScript file helps 
strike the compromise desired between two goals: a lifetime distribution possessing a minimal 
number of local maxima that produces: i) residuals that are acceptably uncorrelated and 
uniform in magnitude throughout the entire temporal range of the data and ii) a value 
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of C of about 1.0 or somewhat less. Simply choosing the final f distribution stored during the 
inversion will generally result in over-fitting the data; the residuals may look good but at the expense 
of unwarranted structure in f and an unneccessarily large number of exponentials used in the discrete 
fit. 
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3.2 Coincident Sharp and Broad Kinetic Phases 

memexp-8.0.exe simple dir2/data.002 1 1. -1.D30 1.D30 99. 99. none 1 40 0 5.0D-4 1. 1.D-30 0 

memexp-8.0.exe allin1 1 mem0 no errors.def dir2d/data.002 1. mem no errors.analysis dir2d/data.002 e1 
mem0 errors dif.def dir2d/data.002 e2 

The second test case and the final test case in memexp.com involve kinetics simulated as the sum 
of a sharp (exponential) and a broad phase that overlap in time. They illustrate the benefits of 
recovering the lifetime distribution by deriving the ’prior’ model F from f in two different ways, first 
by uniform blurring and second by differential blurring [5]. Because the inversion of equation 1 to 
obtain the distribution of lifetimes is an ill-posed problem, the peak widths are not easily determined. 
Consequently, it is good to assess the variability in the lifetime distribution that is afforded by the 
signal-to-noise. This example shows that the changes observed in f upon a reasonable change in F can 
be used to estimate the range in peak widths consistent with the data. (Note also that the plot size 
depends on the value of PLOTS specified.) 

First, see the lifetime distribution obtained using a uniform model, as called for in the simple 
run above (IBIGF = 0), plotted in dir2/data.002 e1.out.ps. Then, compare it to the lifetime dis-
tribution obtained using differential blurring [5], as called for in mem errors dif.def and plotted in 
dir2d/data.002 e1.out.ps. 

For more discussion of differential blurring, see references [1, 5]. 

https://memexp.com
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3.3 Deconvolution of an IRF, Estimation of the Zero-Time Shift, Poisson Statistics 

memexp-8.0.exe simple dir3/data.003 2 1. -1.D30 1.D30 99.99. dir3/irf.003 0 99. 0.2 0.9 1 1 40 0 
5.0D-4 1. 1.D-30 0 

The third test case analyzes data that were simulated as Poisson deviates corresponding to triex-
ponential kinetics convolved with a known (i.e., measured) instrument response function (IRF). The 
temporal resolution is 1.0, and the zero-time shift is 0.5. No scattered light was added here. The 
simulated exponentials are of equal amplitude with lifetimes of 10, 30, and 100, respectively. 

For a Poisson process, no preliminary estimate of uncertainties is needed; i.e., this analysis requires 
only one maximum entropy calculation (i.e., simple or invert mode) with IGNORE set to 2. 

Both the noisy data and the noisy IRF must be input to MemExp. Before fitting the data, MemExp 
subtracts a baseline from the IRF and summarizes results in data.003.irf.ps. 

Because the value of TSHIFT specified on the command line above (99.) is greater than 90, 
preliminary MEM calculations are performed at fixed values of the zero-time shift, and Brent’s method 
of optimization is used to estimate the shift. All calculations are summarized in data.003.out, and  these  
preliminary results are output in lines that begin with ‘Estimating TSHIFT>’ and specify the Poisson 
deviance obtained for a given zero-time shift. No graphical output is produced during this estimation 
of TSHIFT. 

Once the zero-time shift has been estimated, the distributed fits are plotted in data.003.out.ps. For  
any data with equally spaced time values, a second plot is included in each row, showing the data (gray 
circles), IRF (if any, gray dots), baseline (if any, colored dots), and fit (colored line) at short times. 
Also plotted in this second of four columns is any contribution of scattered light (also colored dots) 
and the fit due to the first peak (colored dashes), whenever the mean of the fastest peak is less than 
the full width at half maximum (FWHM) of the IRF. In the fourth column, the Poisson deviance Pd 
is reported (IGNORE=2). In the first row of the fourth column, the temporal resolution of the data 
and the IRF FWHM are marked by gray vertical lines and labeled as ’dt’ and ’IRFW,’ respectively. 

The discrete fits are plotted in data.003.exp.ps. Because the value of VARYTS specified on the 
command line above is 1, the value of the zero-time shift is varied in these fits, along with the exponential 
amplitudes and lifetimes. 
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3.4 Filtering Artifacts with IBIGF set to 3 

memexp-8.0.exe simple dir4/data.004 1 1. -1.D30 1.D30 99. 99. none 2 40 0 5.0D-4 1. 1.D-30 0 

memexp-8.0.exe simple dir4b/data.004 1 1. -1.D30 1.D30 99. 99. none 2 40 0 5.0D-4 1. 1.D-30 3 0.987 

The fourth test case analyzes a noisy data set with a uniform prior model (IBIGF = 0), and based on 
the peaks seen at short liftimes, the fifth test case repeats the analysis with IBIGF = 3, applying a filter 
at LTCUT = -0.9. Setting IBIGF to 3 allows the prior model to be derived from the data by omitting 
the shortest-lifetime peak(s) resolved using a uniform prior, here those peaks at lifetimes shorter than 
log τ = -1.1. This example involves tri-exponential kinetics simulated with amplitudes that sum to 

−t − 2e−3.333t −10tzero and time-independent standard errors. Here, the noise-free signal is D(t) =  e + e , 
and σ = 0.25. See [4] for more details of a similar analysis with σ = 0.2. Because these data were 
created with equally spaced time values, the data and fit are plotted at short times in the second of four 
columns. Notice that the lifetime distribution obtained using a uniform prior model is improved by 
incorporarting only the slowest processes resolved into the revised (bootstrapped) prior model. Again, 
it is wise to assess the variability in the lifetime distribution that is afforded by the signal-to-noise, in 
particular, whether peaks obtained at the shortest lifetimes are needed to fit the data. 

Again, these simple runs involve three different calculations in succession: a preliminary MEM 
inversion, an estimation of the data’s standard errors based on the appropriate MEM fit, and a final 
series of fits to the data by both continuous and discrete kinetic descriptions. 

Note that the simple estimates of D0 automated in MemExp (when D0 is set to zero) are based on the 
first and last data points (see definition of D0OPT). Clearly, these estimates are insufficient for data 
that are very noisy and/or have appreciable slope at short times. Therefore, for these data, D0 is set 
to 1.0 on the command line. 

Compare iterations plotted in dir4b/data.004 e1.out.ps before and after the peaks obtained at early 
times are excluded from the prior model (black dotted lines). Acceptable values of χ2 are reached while 
unwarranted peaks are suppressed and the mean of the slowest phase is improved. 
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Parameters for MEM Inversions 

3.5 MemDif: Fluorescence Correlation Spectroscopy and the Triplet-State Cor-

rection 

./memdif.exe simple dir2/fcs triplet 2gsn sig01.dat 1 1. -1.D30 1.D30 99. 99. -0.01 -1.D-4 6.0 40 5.D-4 
1. 1.D-30 0 

This MemDif [3] test case analyzes data that were simulated with a distribution of diffusion times 
made up of two Gaussians, triplet-state dynamics (θT = 0.1, τT = 0.0002), and time-independent 
stanadard errors in the mean (σ = 0.01). When THETAT and TAUTRP are input as negative, as 
in this example (-0.01 and -1.D-4), the simplex method is used to determine them, with a series of 
MEM runs performed, each with fixed values of THETAT and TAUTRP. The initial values used in the 
simplex search are the absolute value of the negative numbers input on the command line. GAMMA is 
input to describe the experimental confocal volume and cannot be varied. Note, that the triplet-state 
correction is turned off by MemDif (THETAT and TAUTRP set to zero) if the value of THETAT 
becomes much smaller than the estimated standard errors at short τ . 

Just as illustrated for MemExp with the first example above, MemDif performs the corresponding 
calculations sequentially in simple mode. First, a fit is obtained from which to estimate the standard 
errors in the mean. Next, the errors are estimated, and then a final calculation is performed with these 
error estimates. For comparison, a series of fits by discrete diffusing species is automatically performed 
with parameters initialized based on the MEM results. 

Note that in this example the simplex method is used to optimize the values of THETAT and 
TAUTRP that quantify the triplet-state correction (because their values on the command line are 
negative). Each step in the simplex search is a MEM calculation with these two parameters held fixed, 
and each step is summarized in the output (xxx.out) files with a line that begins ‘Estimating 2 param>.’ 
No graphical output is produced during this estimation of THETAT and TAUTRP. 

Parameters for MEM Inversions 

The MEM inversion is an iterative process that alternates between optimizations of the function 
Q for given values of the Lagrange multipliers and updates to the multiplier values for the next opti-
mization. Iteration continues up to a maximum number of steps (MXFUNC), until C reaches a target 
value (CHI2AM), or until C stops changing more than a specified amount (CHI2S). 

The following paragraphs describe, in order, the line-by-line information needed in an inversion .def 
file. Remember that running in simple mode produces a ’.mem.txt’ file that contains what are likely 
to be acceptable values for these inversion parameters. 

The names of the variables whose values are to be read from the given line are written in bold 
capital letters. If multiple variables are to be input, do not separate them by commas. A semicolon 
can be used following the data to precede comments. The information in a few lines specifies a variable 
number of optional lines that may immediately follow. 

The first line specifies the integer ITAKE. If 1, fit to every point in the data files. If 2, every other 
point, etc. 

MLOG is set to T, true, only for data in transmittance space. For most data, MLOG is F. 

IGNORE should be set to 0, 1, 2, or 3. If IGNORE is set to 0, the standard errors σ(t) read  from  the  
data file are used (not ignored). If IGNORE is set to 1, any uncertainties σ(t) (standard errors) in the 



Parameters for MEM Inversions 17 

 
data file are ignored and replaced as specified by the value of INSIG that is read from the next line. If 
INSIG = −2.0 (recommended, introduced in version 5.0), then time-dependent standard errors are 
estimated from the differences between the raw data and the data after smoothing. If INSIG = −1.0, 
then uniform standard errors are estimated from the variance of the last three data points. Otherwise, if 
INSIG is negative, it specifies the absolute error common to all data, i.e., σ(t) = −INSIG. If INSIG is 
positive, it represents the per-cent error: σ(t) = 0.01 × INSIG × y(t). If INSIG is zero, the data are 
assumed free of noise. In this case, the data are actually assigned uniform errors (equal to 0.001 
times the second data value), and CHI2AM and DCHI2S are reduced so that the calculation proceeds to 
very small values of CHI2. If IGNORE is set to 2, Poisson statistics are used to account for the noise. 
If IGNORE is set to 3, time-independent errors are used. 

The integer D0OPT specifies how D0 is to be estimated from the data if the input value of D0 is zero. If 
D0 = 0 and D0OPT = 1, then D0 is set to the difference between the first and last data values. If D0 
= 0 and D0OPT = 2, then D0 is set to the first data value, i.e., for data that would decay to zero after a 
sufficiently long time. WARNING: These approximations will underestimate D0 for data that have 
appreciable slope at short times when plotted versus log time. Severely underestimating D0 can induce 
spurious maxima in f [11]. In general, it is good to set D0 to 1.0 and LAGMUL to 1, which includes 
only the goodness-of-fit constraint (and not the normalization constraint). 

LAGMUL is either 1 (recommended), which specifies that only C is to be constrained, or 2, which specifies 
that the image normalization is also to be constrained (equation 5). 

CONST0 specifies the value of the initial uniform value of f (logτ ). If set to zero, CONST is reset 
automatically. 
Recommendation: Set CONST0 to 0.001. 

CHI2AM is the desired (aimed at) value of C. Iteration terminates if this value is reached. 

If convergence is not reached, iteration will be terminated after MXFUNC evaluations of Q. 

EPSL and EPSU are the logarithms of  used to limit updates to the Lagrange multipliers λ and α 
(Cornwell and Evans, 1985). They are lower and upper values of the tolerance allowed on the gradient of 
Q, the function being optimized. Large values speed up the calculation but do not optimize Q as well. 
EPSL is used at low values of C, and EPSU is used at larger values of C. Thus, by setting EPSL < EPSU, 
the program proceeds quickly to low values of C before demanding a more precise optimization of Q. If C 
≥ CHI2U, then  = 10EP SU . Otherwise, log( ) is ramped from EPSU down to EPSL as C drops to 
CHI2L. If C ≤ CHI2L, then  = 10EP SL. Of course, if EPSL and EPSU are equal, the values of CHI2L 
and CHI2U are irrelevant. 
PPLT is the number of equally spaced values per unit log τ used to discretize the g(logτ ) and h(logτ ) 
distributions. The g distribution ranges from LTMIN to LTMAX. 
Recommendation: Output image files can be kept small without loss of precision by choosing PPLT so 
that the spacing in logτ is an integer multiple of 0.01 or 0.001. The logτ values are then written in F6.2 
or F7.3 format, respectively. Otherwise, they are written as unformatted output, resulting in larger files. 
Examples: PPLT = 40 or PPLT = 25. 

NDIST, NBASLN, VBASLN: NDIST is an integer, either 1 or 2, specifying the number of dis-
tributions to be determined. If NDIST = 1, a single distribution g(logτ ) is used, and the sign of D0 
determines whether the data to be fit are rising or decaying (D0 > 0). If NDIST = 2, an additional line 
is required immediately following the current line. This additional line must specify LTMIN2, and 
LTMAX2 that define the range used for the h(logτ ) distribution that describes rising signals. NBASLN 
is an integer ranging from 0 (to omit baseline correction) to 4 (to include a cubic baseline). A constant, 
linear, and parabolic baseline are computed when NBASLN is 1, 2, and 3, respectively. Since the 
entropy involves a logarithm, only positive variables are possible, and so two variables must be used per 
polynomial degree of freedeom. The total number of ’image pixels’ is therefore LTPTS 
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+ 2*NBASLN if NDIST is 1 and LTPTS + LTPTS2 + 2*NBASLN if NDIST is 2. NBASLN can be
set to -1 or -2, followed immediately by a real value. If NBASLN = -1, this real value is the constant
baseline value to be used; if NBASLN = -2 the baseline value is calculated as the average of all DATA
at times greater than the real value. If VBASLN ≤ 0, then the baseline parameters are fixed at the
MEM-determined values during NLS/ML fits.
Recommendations: VBASLN > 0.

If RESPON = F, then an instrument response function (IRF) will not be deconvolved. If RESPON 
= T, the IRF (with values equally spaced in time) is read from the file named IRF-file-name specified 
on the following line, and EPSIRF, IRSMOTH, and LTSCAT are read from a second additional line. 
Then TSHIFT is read from a third additional line. If IRSMOTH > 0, the IRF is smoothed by 
convolution with a bell curve ranging over IRSMOTH points, and the result is plotted in a PostScript 
file named data-file-name.irf.ps. All values of the (smoothed but not yet renormalized) IRF less than 
EPSIRF are neglected in the deconvolution from the data. LTSCAT is an integer; if positive, then 
the light-scattering correction is used (equation 2) by varying the value of the parameter ξ. However, 
if ξ becomes less than 1.0E-30 in the MEM fits, then this correction is not used in the ML fits which 
can become unstable if ξ adopts unphysical, negative values. 

Set TSHIFT to zero to forego use of a zero-time shift (δ in equation 2) between the data and 
IRF. Set TSHIFT > 90 (recommended when deconvolving an IRF) to specify that the program should 
estimate δ by performing a series of MEM runs and using Brent’s method of optimization. 

CONSTB and SBIGF are relevant only if NBASLN > 1, but values must always be specified. 
Together, they determine the value of BIGF to be used for the baseline coefficients other than the 
constant term. Setting CONSTB to a very small number (e.g., 1.0E-20) is a way to bias the baseline 
toward flatness; values of CONSTB as large as 0.001 can result in unwarranted time dependence in the 
baseline. SBIGF is a multiplicative factor less than or equal to one that progressively suppresses the 
BIGF value for the jth term of the baseline: BIGF(j) = CONSTB*SBIGF**j (j = 1 for linear, 2 for 
quadratic, 3 for cubic). 

Up to MAXEXP components are to be used in the least-squares fits. The initial values of the discrete 
log(τ) are confined to the range EXPMIN and EXPMAX. If NDIST = 2, the initial values of the 
discrete log(τ) associated with negative amplitudes (assuming D0 > 0) are confined to the same range. 

Data to be included in the fit, those that contribute to C, are within times t1 and t2. 

PLOTS is the maximum number of rows of plots in the output PostScript files. FSCALE can be used 
to restrict the maximum scale of (zoom in on) the lifetime-distribution plot in the right-hand column 
of the PostScript output. If FSCALE exceeds the maximum value of the distribution to be plotted, 
then the plot’s y axis is automatically scaled to the distribution. 

When greater than 1, IPLOT reduces the size of the PostScript files created without affecting the 
calculation. When plotting the data, fit, and baseline (when used), every IPLOTth point is plotted. 
Setting IPLOT to 1 plots all points, producing the most accurate (and largest) graphics output. 

Values of  , C, S, Q, etc. are written to the output file every NPRINT optimization steps, and 
adjustments to   and α are at least as often as every NPRINT optimization steps. 

The MEM image f is  written to a  file  every  NWRITE optimization steps, once C has reached CHI-
WRT. New to version 4.0: If CHIWRT < 0, the software attempts to determine the values of 
NWRITE ( = NPRINT) and CHIWRT that will output results in PostScript format at appropriate 
intervals to allow the user to assess the results by visual inspection. The objective is to start writing 
images when the data are still under-fit (  too small) and to continue until the data are over-fit (  too 
large). 
Recommendation: First, try CHIWRT = -1 (see above). Otherise, set CHIWRT = 1.2 or less. 

BIGF is name of the array storing the ’prior’ distribution that defines maximum entropy S. When
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IBIGF = 1 (see below), BIGF is created by convolving F with a gaussian with a full width at half 
maximum (FWHM) of BFFWHM pixels. If BFFWHM < 0 it is interpreted as the percentage of 
one log unit in τ . This conveniently scales the blurring to the resolution of the image. Thus, setting 
BFFWHM to -20.0 will blur with a FWHM of one fifth of a log unit. 

ASPIKE, SPIKE, SPIKE2, SPIKE3, DAREA, and  PKFWHM are the default parameters 
that control the differential blurring of F into BIGF when IBIGF = 1 (below). For more convenient 
manipulation of BIGF, these default parameters can be overruled by setting NSPIKE > 0 (below).  But  
let’s assume NSPIKE = 0. Then, if a MEM peak has area greater than ASPIKE, it will be accounted 
for in one of three ways, depending on the isolation of the peak(s) to be treated differently. Be sure 
to set SPIKE > SPIKE2 > SPIKE3. 1) Well separated MEM peaks that have a maximum-to-
minimum ratio exceeding SPIKE on both sides of the peak are simply subtracted before the remainder 
of F is blurred uniformly. 2) Partially separated peaks have a maximum-to-minimum ratio exceeding 
SPIKE on one side and exceeding SPIKE2 on the other side. Moreover, the peak it overlaps is either 
small in area (less than ASPIKE) or has a maximum-to-minimum ratio exceeding SPIKE3 on its 
near side. These peaks are ”folded over” from the well resolved side before subtraction. 3) Peaks that 
appear atop a broad feature are identified as having a maximum-to-minimum ratio exceeding SPIKE2 
on both sides of the peak, but its neighboring peaks are not sharp (maximum-to-minimum ratios less 
than SPIKE3). The peak overlapping the broad feature is extracted prior to blurring by assuming a 
linear baseline that is determined automatically [5]. To compensate for the suppression of shoulders by 
the MEM, the linear baseline can be shifted up to reduce the area to be sharpened by approximately 
the multiplicative factor DAREA. Each peak subtracted in one of the above three ways is incorporated 
into BIGF either unchanged (PKFWHM = 1.0) or as a sharpened Gaussian having a FWHM scaled 
from the FWHM of the MEM peak by the multiplicative factor PKFWHM (0 < PKFWHM < 1). 
To preclude differential blurring of any MEM peaks, set ASPIKE to a large number (e.g., 9999) and 
NSPIKE to 0. See references [1, 5] for discussions of the pros and cons associated with creating BIGF 
by differentially blurring F. 

NSPIKE is an integer specifying the number of relatively large, sharp features (”spikes”) to be 
differentially blurred, not according to the defaults specified in the preceeding line, but as specified by 
the user in the following lines. This allows the user more control over the interpretation inherent in 
differential blurring F into BIGF. See reference [5]. 

If NSPIKE > 0, then NSPIKE lines are read next, each of which specifies the values of MN-
SPK,HOWSPK, DARSPK, and  FWSPK for one ”spike” to be differentially blurred in a cus-
tomized fashion (not according to the defaults: ASPIKE, etc). MNSPK is the approximate mean (in 
log τ) of the spike. For the MEM peak located near MNSPK, the parameters on this line override 
the defaults described two paragraphs above. For MEM peaks not specified by the NSPIKE value(s) 
of MNSPK, differential blurring will be performed according to the defaults above, when the default 
conditions are satisfied. HOWSPK = 1 specifies that this peak is well separated and should be re-
placed directly by a sharpened Gassian. HOWSPK = 2 specifies that this peak is to be ”folded over” 
before being sharpened. HOWSPK = 3 specifies that a linear baseline is to be used to determine the 
fraction of the peak to be sharpened. DARSPK is the fraction of the area above the baseline initially 
determined to be sharpened (only relevant if HOWSPK = 3). FWSPK is the multiplicative factor (0 < 
FWSPK < 1) used to narrow the FWHM of this peak. See reference [5] for a detailed discussion of 
these options. 

When IBIGF = 1 (below), then BIGF is to be derived from F one or more times. If DCHI2 = 0, BIGF 
is revised only once when CHI2 reaches CHI2UP. If DCHI2 is greater than zero, BIGF is revised every 
time the fractional drop in C exceeds DCHI2, once CHI2 drops below CHI2UP. 

DCHI2C is the fractional drop in CHI2 and in TAUC upon which the recommended lifetime distri-
bution is chosen. DCHI2S is the fractional drop in CHI2 upon which the calculation is stopped. 
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Parameters for Analysis of the Lifetime Distributions 

FIXSUM is set to T (true) to fix the sum of discrete amplitudes during NLS fitting. FIXSUM = T 
is only supported for NDIST = 1 (monotonic kinetics) and for NLS fitting (Gaussian noise). 

If WRNORM is set to T (true), the images written to files are normalized first. Note that the 
exponential amplitudes plotted in the PostScript summary of the discrete fits reflect this normalization 
when WRNORM is T. If WRNORM = T (true) in allin1 mode, the data’s normalization, D0, is 
iteratively refined along with the error estimates: D0 is adjusted for use in the next MEM inversion 
according to the normalization of the distribution recommended in the current inversion. When the 
normalization D0 is known (not to be changed by the program), set WRNORM to F (false) to avoid 
this adjustment of D0 in allin1 mode. 

IBIGF should be set to 0, 1, 2, or 3. IBIGF = 0 calls for a constant value of BIGF to be used 
throughout (a uniform ’prior’ model). If IBIGF = 1, BIGF is to be revised by blurring F, either 
uniformly or differentially. If IBIGF = 2 the BIGF distribution is to be read from a file named on 
the following (final) line. If IBIGF = 3 or 4, the cutoff LTCUT is read from the following (final) 
line. When IBIGF = 3, peaks resolved in F at log τ < LTCUT are not represented in BIGF, and 
the remaining (slower) processes resolved in F are incorporated into BIGF as Gaussians with each of 
their widths multiplied by BFFWHM. When deconvolving an IRF with a light-scattering correction, 
the value of ξ in the ’prior’ model is increased by an amount proportional to the relevant area of F at 
log τ < LTCUT (when IBIGF = 3). In this way, the calculation is resumed with density in F at short 
lifetimes reinterpreted as scattered excitation light. 

Parameters for Analysis of the Lifetime Distributions 

A second .def file controls the analysis of a MEM image stored during a previous inversion. This 
analysis is one or more of the steps performed in allin1 mode. The fit and weighted residuals corre-
sponding to the image are written to files in free format (two columns of numbers without a header). 
Also, the means and areas of peaks are automatically determined. 

Remember that running in simple mode produces the ’.ana.txt’ file that contains what are likely to 
be acceptable values for these analysis parameters. 

The first line, WRFIT, should be T for true. The fit and weighted residuals will then be written 
(format-free) to files. 

The next several lines specify variables whose meanings are the same as for inversions. See above 
for descriptions of IOFORM, ITAKE, XSCALE and YSCALE, MLOG, IGNORE, INSIG, 
RESPON, t1 and t2, D1 and D2, and  IBIGF. If IBIGF = 2, then the name of the file containing 
the prior model to be used is read from the next line. Otherwise, the value of the constant to be used 
as the uniform prior is read from the next line. 

INTGRT is an integer specifying the number of log-tau intervals over which to integrate f(logτ). The 
next INTGRT lines give the upper and lower bounds for each interval. 

NSMOTH and ISMOTH are integers that determine how the standard errors are to be estimated 
from the deviations of the MEM fit being analyzed from the data. These error estimates can then be 
used in a subsequent MEM inversion. At each data point, sigma is estimated as the root mean square 
deviation of 2 PFIT + 1 values (including the PFIT values immediately before and after the point). If 
ISMOTH < 0, then all standard errors are set to the average of the rms deviations. The rms deviations 
between the data and the MEM fit are smoothed by convolution with a bell curve (if ISMOTH = 0) 
or a uniform distribution (if ISMOTH > 0) that ranges over NSMOTH points. 
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6 Warnings, Error Messages, and Troubleshooting 
 

 
Input/Output Problems The calculation will be aborted if the parameters input from a .def file are not as 
expected. If the number of parameters on a given line or a variable type is incorrect, an I/O error message will be 
printed to the screen. Check the output file to see which line of the .def file was read last, just before the program 
crashed. This line in the output file will begin with ’RDPARS’ if the problem occured during an inversion and with 
’ANALYZ’ if the problem occured while analyzing a lifetime distribution. Correct this line in the .def file by referring 
to the documentation above and to the .def files provided as templates. 
Optimization of Q is unnecessarily slow or it’s inadequate. See the discussion of EPSL, EPSU, CHI2L, and 
CHI2U above to learn how adjusting these values speeds up or slows down the adjustment of the Lagrange 
multipliers. In particular, EPSU may need to be increased. 
No fits by discrete exponentials. Ensure that MAXEXP > 0 and that EXPMIN and EXPMAX are 
compatible with the time scales of the data being analyzed. 
Not enough fits by discrete exponentials. This may well indicate that your data are better described by 
distributed lifetimes than by discrete exponentials. Try decreasing DCHI2S to force the MEM calculation to 
proceed to lower values of CHI2. 
Residuals not uniform in magnitude. Apparently, the iterative estimation of the standard errors has not yet 
converged. Increase the number of preliminary MEM inversions (the integer following ’allin1’ on the command 
line). 
The first residuals plotted are very large, and convergence is erratic. Presumably, the initial MEM inversion 
being done with all standard errors set to a constant should be using a larger constant. Increase the absolute value of 
INSIG. 
ECHECK> WARNING ... There are two different warnings issued from subroutine ECHECK. This 
subroutine checks the parameters obtained in the discrete-component fits. A warning is issued if the amplitude of 
any component is smaller than the noise in the data at time values near the component’s lifetime (or diffusion time, 
in MemDif). A different warning is issued if the lifetimes of two components are very similar. Either warning 
suggests that too many components are being used to fit the data at this point. The graphical output is also 
annotated with brief warnings: ’|A| < σ’ or ’Log τ too close!’ 

GTBLUR> WARNING! NBHMAX exceeded ... The blurring of  into was attempted with a 
Gaussian too broad for the maximum array sizes. The FWHM of the blurring Gaussian is automatically reduced 
appropriately. 
NEWLAG> BB-4AC ... These messages from subroutine NEWLAG may or may not signify a problem. When 
updating the Lagrange multipliers during a MEM inversion, a quadratic equation is solved to limit the updates. If 
the solutions to this quadratic equation are not real, this error message is written to the output file and the Lagrange 
multipliers are not updated. One of these messages once in a while is probably fine. If a multitude of these 
messages is printed and convergence appears to be stalled, try reducing EPSL and/or EPSU. This slows the 
multiplier updating and should solve this problem. 
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